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Abstract. It is important for socially assistive robots to be able to
recognize when a user needs and wants help, and they must be able to
do so in a real-time manner so that they can provide timely assistance.
We propose an architecture that uses social cues to determine when a
robot should provide assistance. Based on a multimodal fusion of eye
gaze and language modalities, our architecture is trained and evaluated
on data collected in a robot-assisted Lego building task. By focusing on
social cues, our architecture has minimal dependencies on the specifics
of a given task, enabling it to be applied in many different contexts.
Enabling a social robot to recognize a user’s needs through social cues
can help it to adapt to user behaviors and preferences, which in turn will
lead to improved user experiences.

1 INTRODUCTION

For socially assistive robots, there is a trade-off between helping too much and
too little, helping too early or too late. Helping too little can make the robot
seem ineffective or unreliable, leading to a diminished trust in the robot [1].
Helping too much can be annoying, disrupt flow, and harm the user’s autonomy
[2, 3]. How much the robot helps should correspond with how much help the
user needs, and the robot must recognize when that help is needed. Simply
waiting for when the user explicitly asks for help or makes a mistake may be
insufficient and does not enable the agent to provide proactive or unsolicited
assistance. The challenge lies in recognizing when the user needs and wants
assistance, often through implicit cues [4]. A user may employ a variety of verbal
and nonverbal behaviors and other social signals that indicate that assistance
may be needed. For example, gaze patterns can be used to recognize when a
user becomes disengaged [5, 6] or predict user choice in a collaborative task [7].
However, gaze patterns alone are not sufficient (e.g., a user may ask a question
without shifting their gaze), and multiple modalities are required to holistically
understand when a user needs assistance.

In this paper, we present a real-time architecture that recognizes when a
user needs assistance. Our approach automatically analyzes eye gaze and speech
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of a user and then fuses the outputs from gaze and language models to detect
whether the user needs help or not. Our main contributions in this paper are the
development and validation of models to recognize when a user needs help and
an architecture that allows a social robot to interpret social cues to detect when
it should help a user. We proceed by first discussing related work in processing
social cues and detecting when a user needs help. We then describe the two phases
of our work: (1) the development of models to recognize when a user needs help,
and (2) the construction of a real-time architecture and its evaluation. Finally,
we conclude with a discussion of our approach and its limitations.

2 RELATED WORK

Socially assistive robots have been explored for many tasks from helping in post-
stroke rehabilitation [8, 9] and managing medications for people with Parkinson’s
disease [10] to helping students learn language skills [11]. The focus of the robot
design may be developing functionality, such as user monitoring or [8, 12] re-
trieving objects [13]. It is often assumed that the robot has a mechanism to
determine when to help the user and thus the focus is on how the robot would
assist. However, recognizing the appropriate times for a robot to assist can be
critical to protecting the autonomy of the user [10].

Some approaches to determining when to assist employ planning-based ap-
proaches that are dependent on the specifics of a task [4, 14]. Alternatively, a
robot may detect incorrect execution of a task [8, 12], but mistakes are better at
indicating what they need help with than when they need help. Emotions and
eye gaze, on the other hand, provide useful cues for determining when a user
would like assistance [4, 15]. Social cues are also task-independent, and thus social
robots can interpret a user’s body posture and eye gaze to determine the level of
engagement, regardless of the task at hand [6, 5]. Social robots can then interpret
these cues to predict the user’s intent, detect when users need help, or gauge the
user’s engagement. Eye gaze data can be used for a sandwich-building robot in
determining which ingredient a user is going to select [7], or for a medication-
assisting robot in detecting when a user is looking for guidance on medication
placement [15]. The user’s head position and orientation can help a robot giving
directions or an exercise coach robot to detect the user’s engagement or affect
[6, 16]. In addition to non-verbal communication, task-independent language can
provide social cues for the robot to interpret. For example, a tour-guide robot
detects users’ emotions by processing the text of users’ speech [17].

3 PHASE 1: MODEL DEVELOPMENT

We first describe here the development and evaluation of a set of models to rec-
ognize when a user needs help, and in the next section we provide details on how
these models are integrated into a real-time architecture. In this first phase, we
examine the feasibility of accurately recognizing when a user needs assistance
from a social robot. We proceed by first exploring a set of independent models,
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each examining a distinct approach. Two models look at different eye gaze pat-
terns, one uses language, and a fourth model assesses the user’s progress in the
task. The intent in developing independent models was twofold: (1) development
of each model can focus on identifying relevant features, and (2) robot designs
can integrate the appropriate models based on which features are available in
the data. We integrate the four independent models using multimodal fusion
that provides a more holistic approach to understanding the user.

3.1 Independent Models

Gaze Patterns We base our eye gaze models on the two models from [15]
that were the most effective at predicting when the user needs help: mutual gaze
and confirmatory gaze. The mutual gaze model represents the subject initiating
mutual gaze (i.e., eye contact) with the robot by directing their gaze at it. Since
it is natural to react to the robot speaking by looking at it, the model excludes
these events. However, if the user fixates their gaze on the robot for a longer
period, then the model indicates that help is needed. Outputs range from 0 to
1, with 0 meaning the robot is speaking or the subject has not recently looked
at the robot, and 1 meaning that the user has gazed at the robot for more than
1s (threshold determined through empirical testing).

The confirmatory gaze model attempts to recognize when a person is looking
back and forth between the task and the robot with the intention of getting
feedback on the task. As the person looks back and forth, the duration of the
previous gaze direction is relatively short, typically less than 2.5s (time defined
through experimentation). The output of this model is also 0 to 1, proportionate
to the duration of the most recent gaze direction. For example, looking at the
robot followed by a 0.25s glance at the task results in a model output of 0.1.

We interpret the output of each model as needing help or not, with values
greater than 0.5 meaning the user needs help. The continuous outputs are used
to provide more information to our fusion model (see Section 3.2).

Language A person that wants help might say something like “I don’t under-
stand.” On the other hand, a phrase like “thank you” may indicate the person
does not or no longer needs help. In this initial language model we choose to
use a simple keyword spotting for terms and phrases that indicate the person
either needs help or does not. While this approach clearly will not handle the
many subtleties of natural language, it is intended to provide evidence that even
a simple language model can help recognize when a person needs help.

Task Progress To determine if a person needs assistance in a task, a robot may
examine the person’s progress in the task. Making a mistake indicates a person
may need some assistance, whereas actions leading to successful completion of
the task indicates help is not needed. Our approach to measuring progress in
a task examines whether the length of a plan to complete the task changes
[14]. Each time the user takes an action, we use a hierarchical task network
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(HTN) planner to generate a list of actions needed to complete the task [18].
If the number of actions remaining decreases, then progress is being made and
assistance may not be needed. On the other hand, if the plan length remains the
same or increases, the person may need some assistance.

3.2 Multimodal Fusion

Each model on its own is insufficient. The Eye Gaze models cannot capture
moments when the user is verbally requesting help, and the Language model
cannot recognize unspoken cues. Additionally, recently exhibited behavior also
can help interpret the outputs of these components. For example, a confirmatory
gaze pattern shortly followed by an “okay” utterance could mean the user is
attempting to ask if what the user is looking at is correct. Our approach to
combining the outputs of each modality while also taking into account temporal
dependencies is to use a decision-level fusion with a sliding window.

The outputs of the language and gaze models represent an inference for a
single moment in time. The language model does not incorporate any prior utter-
ances, and the gaze models have only a limited sense of the recent gaze directions.
However, previous events should inform how future events are interpreted. To
capture these temporal dependencies, we use a sliding window, which concate-
nates a number (equal to the window size) of the outputs of the specialized
models together into a single feature vector as input to the fusion model. We
implement the sliding window by concatenating a specified amount of previous
feature vectors to the current feature vector, where a feature vector is the set of
outputs from the independent models. In our experiments with the model, we
vary the window size to assess how much temporal context is necessary.

To determine an optimal integration of our independent models, we experi-
ment with a variety of learning algorithms. Given our limited amount of data, we
focus on evaluating learning algorithms that have fewer parameters and thus re-
quire less data: support vector machine (SVM), logistic regression, decision tree,
naïve Bayes, and random forest (ensemble model). We use a Gaussian model for
the naïve Bayes. After empirical testing, we selected a Radial Basis Function
(RBF) kernel for the SVM. For the random forest, we use 1600 estimators, a
max depth of 20, bootstrap samples, and included a random state.

3.3 Evaluation of Models

Medication Sorting Task The models are evaluated based on video record-
ings captured in previous work [3] in which a person is being assisted by a social
robot while completing a medication sorting task, which entails organizing pills
according to the day of the week and time each pill is to be taken. The assis-
tance provided by the robot includes confirmation of correctness, identification
of mistakes, and reminders of constraints.
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Data Labeling Evaluating our models requires data about the user’s behavior
and labels that indicate when the user needs help. We annotate each video
to capture information about the user and the robot. Annotations consist of
gaze direction (a qualitative description of where the user was looking), user
speech (what the user said), user gestures (whether the user was motioning with
their hands), and robot speech (what the robot said). Additionally, task events
representing each time the user placed or removed a pill are captured. Lastly,
we label segments of the video in which the user appears to need help. We
define needing assistance as confused glances, periods of inactivity, verbalization
of need, or appearing frustrated. Since judging when a user needs help is a
subjective assessment, we use labels from three annotators and resolve differences
with a majority vote.

3.4 Experiments and Results

Independent models Each of the independent models produced relatively
high precision but low recall. Results are in Table 1. Of the independent models,
the task model best demonstrates that we can recognize when a user needs help.
This result is not surprising since a lack of progress in a task should be a strong
indicator of needing help. However, this model is dependent on the particulars
of the task and would require accurate recognition of the actions taken. The
gaze models are the next best-performing models, and they show that a task-
independent approach is feasible. Lastly, the language model is only slightly less
precise but has much lower recall and precision. The keyword spotting that the
model uses is not expected to handle all the nuances of natural language, and a
more sophisticated model is used in phase two.

Fusion model

Experiment Setup With the independent models having high precision and low
recall, it is likely that integrating these models would lead to increased recall and
overall improved performance. To verify this, we conduct a series of experiments
using the outputs of the independent models. In each experiment, we vary the
size of the sliding window (1-50) and which learning algorithm is used. After
applying the sliding window to create the feature vector, the data is shuffled and
a ten-fold cross-validation is used to train and test the models. To account for
random effects from the shuffling, we repeat the shuffling, training, and testing
processes for 50 iterations. Overall, we run 12,500 experiments (50 window sizes,

Table 1. Each of the independent models has relatively high precision compared to
their recall scores.

Model Precision Recall F1
Task .63 .44 .52

Mutual Gaze .59 .12 .19
Confirmatory Gaze .55 .10 .17

Language .52 .04 .08
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Fig. 1. For each window, the corresponding F1-score is the weighted average of 50
F1-scores to reduce variability from randomization. The ‘all models’ curve represents
the average of all algorithms for each window.

5 algorithms, 50 iterations). We aggregate the results of each of the 50 iterations
and calculate F1-scores.

Results Our best-performing algorithm was the random forest with the window
size parameter set to 47. It has a F1-score of .81, far surpassing the best of the
independent models. This result validates our hypothesis that integrating the
high-precision, low-recall models yields a better-performing model.

The random forest also shows the most consistent growth in performance as
the window size is increased. All of the algorithms generally benefit from larger
window sizes, with the greatest increases in performance appearing in the first
thirty window sizes. All models have F1-score of .62 or .63 with a window size
of one, and performance improves to .70 to .79 at a window size of thirty. After
thirty, all models see little to no improvement.

4 PHASE 2: REAL-TIME ARCHITECTURE

The goal of our architecture is to be able to do real-time recognition of when a
user needs assistance by fusing together multiple modalities. The design builds off
of the initial prototype of models from the previous section (Section 3), though
we remove the task model for a task-independent solution. To allow for real-time
processing of the data, we introduce architectural components for the automatic
processing of audio and video data.

In our initial model development, we rely on manual annotations that labeled
the users’ speech, gestures, and eye gaze, as well as the robot’s speech. Manual
annotations generally have minimal noise and may not resemble how a robot
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Fig. 2. The architecture has two pipelines for audio and video processing, which are
fused together to create the final output.

would need to process live data. We now move towards a more challenging and
ecologically valid setup in which the robot needs to automatically detect the
user’s speech and gaze behavior by processing the audio and video streams in
real-time. We also seek to design an approach that is applicable to many tasks
in which a social robot is assisting with a physical task. We focus on the social
cues that a person exhibits, and thus our architecture does not include a model
of the task, in contrast to phase 1.

The architecture, shown in Figure. 2, takes in video and audio inputs of a per-
son through a camera and a microphone, and the data are then fed into the Eye
Gaze component and the Language component, respectively. The components
independently compute need values, which is an estimate of how much assis-
tance the user needs. The need values are then used by the fusion component
to determine whether the person needs help or not. To facilitate the processing
of real-time data, we have built the system on Microsoft’s Platform for Situated
Intelligence (\psi) [19].

4.1 Components of Architecture

Eye Gaze To enable our mutual gaze and confirmatory gaze models to auto-
matically detect when a user needs assistance, we need architectural components
to process streaming video data. The Eye Gaze component (see Figure. 3) con-
sists of three subcomponents: OpenFace, Gaze Analyzer, and Gaze Classifier.
We use OpenFace to extract eye gaze vectors from images of the incoming video
stream [20]. The vectors are translated to qualitative gaze directions by the Gaze
Analyzer to describe whether the user is looking at the task, the robot, or else-
where. Qualitative gaze directions are Up, UpRight, Right, DownRight, Down,

Fig. 3. The Eye Gaze component uses three subcomponents to produce two need values
(one for each gaze pattern).
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DownLeft, Left, UpLeft, and Center. The GazeClassifier assumes the robot is di-
rectly in front of the user and the task is on the table in front of the user. Center
is then interpreted as looking at the robot, and down directions are interpreted
as looking at the task. The Gaze Classifier subcomponent also contains the gaze
models from Section 3.1 and outputs two need values, one for each gaze model.

Language Our initial prototype of the language model (see Section 3.1) uses
a simple keyword spotting to recognize likely indicators, but this can be too
task-specific and not robust enough. Instead, our Language component uses a
learned model to classify utterances based on whether the user needs help.

The Language component decomposes into two parts: Speech Recognizer
and Text Classifier (see Figure. 4). The Speech Recognizer processes the raw
audio input to produce the text of what the user says. The Speech Recognizer is
psiDeepSpeech, a \psi component for the Deep Speech1 (v0.9.3) speech-to-text
engine. The text is passed to the Text Classifier, which contains a naïve Bayes
model. The model includes two additional features that may indicate a person
needs help. We aggregate all question words (i.e., what, who, which, where, when,
how, why) into an additional feature. We also have a feature for negations, which
includes no, not, none, nothing, isn’t, don’t, and, can’t.

Fusion Based on our experiments with the fusion model (see Section 3.4), the
Fusion component uses a random forest algorithm and a window size of 20. While
less than the optimal size of 47, we found that 20 is effective while providing
better real-time performance. Implementing a sliding window is straightforward
with the built-in functionality of \psi, but a challenge is that the Language com-
ponent produces outputs far less frequently than the Gaze component. Since the
output of the Language component may be stale (e.g., the user said something
minutes ago that is no longer relevant to their current situation), we apply a
linear degradation function to the output of the Language component.

4.2 Data for Training and Evaluation

To evaluate the effectiveness of the architecture, we design an experiment to
collect the necessary data. In this data collection, we also lay the foundation for
future work with more nuanced labeling of the help that users need.
1 https://github.com/mozilla/DeepSpeech

Fig. 4. The Language component has two subcomponents to process the audio input
and produce a need value.
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Fig. 5. The Lego pieces, some of which were partially assembled, were on the table
directly between the robot and the participant. The black-and-white photo on the
participant’s right showed the structure they were asked to build. The pouch on the
left contained a concealed piece necessary for the structure. Two webcams, on top of a
monitor and in front of the robot, were both directed at the participant’s face.

Data Collection Participants (N=21) interacted with a social robot as they
constructed a creature from Legos. The setup (see Figure 5) involved a physical
task performed by the user, as well as a physical agent and printed image, all
designed to optimize different gaze directions as well as encourage the participant
to speak to the agent. Additionally, there was a hidden piece that was intended
to create at least one moment in which all participants would need help.

The interaction began with an orientation phase to familiarize the partici-
pant with interacting with the robot. Once the participant completed the orien-
tation phase, the robot instructed the participant to begin building the structure
shown in the image on the table. The robot provided encouragement, answered
questions, and gave suggestions on how to proceed. All robot behaviors were
conducted with a Wizard-Of-Oz setup. After completing the task, participants
completed a questionnaire regarding engagement, trust, helpfulness, and assis-
tance.

Labeling All data were manually labeled using five labels, each describing a
different level of need that the user required at a specified time interval. The
intent of having multiple levels of need is to allow the robot to alter its assis-
tance in accordance with the amount of need. While the current work does not
leverage these distinctions, our architecture design is expected to accommodate
this future enhancement.

The level of need of the user was determined by inferring the participant’s
mental state based on perceptions of the participant’s behavior. A person that
does not need help may appear engaged, concentrated, and absorbed into a task
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(i.e., in a flow state [21]). Alternatively, a participant may appear distressed or
look around, suggesting that the person may need help. We distinguish between
the participant’s status in the task and their mental state while completing the
task. This is because a person may be making mistakes on the task but is actively
working towards a solution. The person’s activity is an indicator that they do
not need as much help as a person who is making mistakes and is becoming
disengaged.

We use labels representing increasing amounts of help needed. For each video,
all time after the orientation phase was labeled with one of five need levels (see
Figure 6 for an example). Need levels 1-3 are intended to mirror the first three
levels of assistance [22]. The following criteria were used when labeling the data.

– Flow represents the participant’s steady activity on the task while showing
no signs of distress, signifying a steady mental state. This state represents
the participant distinctly not needing help.

– Level 0 is used as a transition from Flow to level 1 when the participant
may be pausing and thinking about how to proceed.

– Level 1 represents a confirmatory stage when a participant appears uncer-
tain. The participant may be checking their work and seeking some form of
validation.

– Level 2 represents when the participant is missing information and may
seek it from an external source (e.g., a picture), but not an agent.

– Level 3 represents when the participant recognizes that they do not have
access to the necessary knowledge and seeks input from another agent

Fig. 6. Every second of the data for each participant was labeled. The annotator had
access to the two video streams and the audio that was recorded.

Data Description The experiment resulted in a total of 146.2 minutes of
labeled video and audio, with 74.3 minutes of the data being labeled as when
the participant needs some level of help. The average length of time it took the
participants to complete the task was 7 minutes with a standard deviation of 4.2
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minutes. Out of the 21 participants, 4 participants completed the task without
speaking to the robot at any time throughout the experiment.

As a measurement of the validity of the labels we compare the average level
of help in each video to whether the participant indicated whether there was any
item other than the missing piece for which they sought the robot’s help (item
9 in the questionnaire). To get the average help in each video, we calculated a
weighted sum (level · duration) of the labels, using a value of -1 for the Flow
label (negative value means help is not needed), and divided by the total seconds.
Average help ranged from -0.49 (no help typically needed) to 2.24 (high degree
of help regularly needed) (µ = 0.32, σ = 0.55). We found that the average help
correlated with whether the participant indicated they needed help on more than
the missing piece (r = .47, p = .03). This shows that the labels correspond with
participants self-reports, giving some evidence for the validity of the labels.

4.3 Evaluation of Architecture

The architecture needs to produce a signal that the robot can use as an indicator
that it should try to help. Since the final output of the architecture is the result
of the Fusion component, it is this component that is the focus of our evaluation.
To understand the Fusion component performance, we also examine how well
the Gaze and Language components perform. We avoid any comparison with the
results of the initial model evaluation since the models in the architecture have
modifications, use noisy inputs, and are evaluated with a different data set.

All analysis is based on the components indicating the user needs help or
not. We interpret need levels 2 and 3 as needing the robot’s help. At level 1, the
user appears to need some help but the robot should not interrupt the user. This
simplification addresses our primary interest – detecting when the robot should
help. See Section 5 for how we envision all levels may be incorporated.

Since the language and fusion models require training, we report the results of
a ten-fold cross-validation. The gaze models, which are rule-based, do not require
training, and thus we report results using all of the recorded data. Table 2 shows
that the fusion model generally performs well, suggesting that the architecture
has the necessary components to recognize when a user needs help. Greatly
contributing to the performance of the fusion model is the language model.

The confirmatory gaze model has relatively high precision, suggesting brief
glances at the robot was a good indicator of needing help, but the lower recall
of this model suggests that this pattern did not occur often in our data. The
mutual gaze model performs the least well, possibly indicating that most users
do not direct their gaze to the robot too often.

Table 2. Performance of each of the need detection models

Model Precision Recall F1
Mutual Gaze .37 .07 .12

Confirmatory Gaze .65 .04 .08
Language .61 .76 .68

Multimodal Fusion .77 .81 .79
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4.4 Demonstration of Architecture

We also demonstrate the ability of the architecture to work in real-time and
in a different task. In the video demonstration2, the robot is assisting a user
who is preparing to bake cookies. The provided video shows two instances of
a user needing help, causing the robot to give some assistance. The video also
shows increasing amount of help provided, which is a feature that will be tied to
the level of need in future versions of the architecture. For the purposes of this
demonstration, the robot assumes the next step in the recipe is to add vanilla.

5 DISCUSSION

The initial model development explores different approaches that a social robot
may use to recognize when a person may need help. The gaze and language
models are not able to independently capture all the ways a person communicates
that they need help. However, the relatively high precision of each model suggests
that when the relevant cues are present, the model is able to accurately recognize
the user’s need for help. Combining these models then allows us to recognize
more instances of the user needing help, and the results of the fusion model
confirm this. However, these results have two noteworthy drawbacks. First, the
task model is a large contributor to the overall performance of the fusion model,
possibly making the success of the approach dependent on the specifics of the
task. Second, the inputs to all of the models (i.e., gaze direction, speech, user
actions) are manual annotations of video recordings. To demonstrate that a social
robot can make the same inferences, it must process noisy data from audio/video
inputs to produce an accurate recognition of when a person needs assistance.

The results of the model development provide sufficient evidence that it is
feasible to recognize when a user needs help from a robot, but a real-time ar-
chitecture is necessary for a robot to practically make these inferences. We also
focus the architecture on interpreting social cues and not relying on the specifics
of the task. Collectively, the results show that the architecture has a high rate
of accurately recognizing when the user needs assistance. To compensate for the
lack of task model in the architecture, the revised language model shows to be
a key contributor to the success of our real-time approach.

There are many improvements needed to make the gaze models more effective
and applicable to a broader range of setups. Our processing of the user’s gaze
divided the space into nine qualitative directions and assumes that the user looks
at the robot when looking center, the task when looking down, and the picture
when down and to the right. While we believe that dividing the gaze space into
nine directions is sufficient, we need to be able to adapt how gaze directions map
to looking at the robot, task, or goal for any task. Additionally, the models use
the duration of the user’s gaze as a metric, and altering some of the thresholds
in the model would affect the model’s performance. Improving the gaze models
needs to include a manner by which these duration thresholds can be learned or
2 https://youtu.be/eW2uVBgi9r4
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customized to an individual’s behavior. Additionally, we also need to consider
other gaze patterns (e.g., goal referencing and gaze aversion), as they may be
more informative for some tasks.

In evaluating the real-time architecture, we introduce five levels of needing
assistance. While we currently reduce this to a binary classification, the addi-
tional categories prepare us for future work that will enable the robot to respond
more appropriately to the amount of help the person needs. The different levels
of help needed should correspond with different types of assistance. For example,
a robot may make a small confirmatory gesture, such as saying “yes” or giving a
head nod, in response to recognizing a level 1 help needed. Whereas when rec-
ognizing a level 2 help, the robot may interject with where the user may be able
to find the necessary information. In order for the robot to have these nuanced
responses, we will use our architecture and the data we have already collected
to develop refined models to recognize these distinctions.

6 CONCLUSION

We present the development of models and a real-time multimodal architecture
to recognize when a user needs help while working with a socially assistive robot.
Accurate recognition relies on a fusion of language and gaze models. The archi-
tecture is designed to be task-independent and interprets social cues presented
by the user. By recognizing a user’s needs through just social cues, we provide
a means for assistive robots to give more timely help in a variety of tasks.
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